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Problem: Maximum All-pairs )
Dot-product (MAD) Search

Laboratories

MAD Search
Given two sets of vectors in R?: A ={ai1,...,an } and B={b1,...,b,}

Find top-t pairs (i,5) that maximize: |a; - b; |

Equivalent to finding the maximum-magnitude entries in the matrix product:

aj
T by | by |---| by,
C = ATRH Cij = a; bj = 2
dXn
ay,

m xXmn m X d
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Motivating Example: Free Samples! )

Book seller wants to increase reviews on its site.

if person 7 reviewed book k

otherwise

if book j similar to book k

otherwise

Send free books to users who have written reviews of similar books.

Wi AWy v 4 cij = 7 books reviewed by person 4

that are similar to book j
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- MAD Search: Tripartite Graph ) B
Representation for Binary Inputs
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Binary Inputs
Tripartite Graph A=la; - - ay) and B = [by --- by,]

C=A"B

CHs # wedges between nodes i and j:

cij =a; bj = |{k| ke NANNF}

d

Showing only edges
corresponding to vector a, in
A and vector b, in B. Pr(wedge (i,*, ) ) o ¢

If there is a “wedge” (i,k,5), then Cij = 1

Wedge Sampling: Cohen & Lewis, 1997, 1999
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: : Sandia
Pair of Wedges = Diamond () i

Diamond = Two Intersecting Wedges

¢;;> = # diamonds between nodes i and j

. (K ik, g
Diamond: (k' , k, j) Pr(diamond (x,14,*,7)) o ¢

Key Ildea: Randomly select diamonds. The pairs (i,7) that are selected the
most times will correspond to the highest entries of C with high probability.
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Sampling Random Diamonds for

General Inputs
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Enumerating all diamonds is too expensive.
Instead, we need an inexpensive way to sample.

Step 1: Choose
edge (i,k) oc wy,

O
.
3% ¢

Wi =
|aki| ||asi||1]]Or«]1

Step 2: Choose
neighbor of k

Sample j with
probability
[0k |/ 1Dt |1

Step 3: Choose
neighbor of ¢

C
O @
&
3% S
O
Sample k’ with

probability
|aril /|l ailly

Step 4: Check for
edge (k' ,7) in B

Tij < Tijj+
sgn(akibrjak ;) bi




Quick Look: Up to 100X Speed-up )
Compared to Direct Computation
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1 Tir'ng-lﬁec_:a!l Tradeoff: Million Song -
0o = Matrices
08} = A=dxm, B=dxn
0.7
os "= Compute
§os = C'= ATB = m x n matrix
4 = Expensive in memory & time
0.3 F
0z} = Memory workaround
0.1 e top 1000 A = Use a priority queue to hold
100 10' 102 the largest entries
Time (sec)
A = B = user-song listens = Use CSPARSE or BLAS
d = 1M users, m = n = 350K songs _ _ _
nnz(A) = 48M = High-performance libraries

C = ATA = song similarity
max samples = 107
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'Expectation on Diamond Samples ) .

Lemma: For diamond sampling, E[z;;] = ¢f; - s/||W ||y

X is output matrix from sampling
(' is true output matrix
s is number of samples
|W||1 is sum of weights of 3-paths

After sampling, we re-compute largest entries in X with exact dot products
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Concentration Bounds for Diamond @ﬁ:ﬁﬂ‘;‘a|
Sampling: How Many Samples?

Laboratories

Theorem: Fix some threshold 7 and error probability ¢ € (0,1).
Assume all entries in A and B are nonnegative and at most K.
Suppose s > 12K ||W |1 log(2mn/§)/72. Then with probability at
least 1 — 9, the following holds for all indices 7, j and 7', j': if

Cij > T and Cirjr < 7/4, then Tij > L.

For example, the number of samples needed to find the top entry is roughly
s = O(||W||1/ max cf;)

where || ||; is the sum of weights of all 3-paths
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Results: Million Song )

Song plays by users 1 Recall: millionsong
Aissparseand B=A 0.8}

= m = 400K songs = 06}

* n=d=1M users éaw

—a— Diamonds t=1
* nnz(A) = 48M —=— Diamonds t=10

- —=s— Diamonds t=100 | -
Max entry in C: 6.1 x 10° ; ’_‘/'/ —=— Diamonds (=100
# Wedges = 1.4 x 10%° 10° 10 10°
# Samples = O(101)

102 Timing: millionsong .
Closure rate: 15%
R —
Speed-up of 5-100X @ 10"} | —+—Diamond
Top song pair: “Undo” by Bjork "
and “Revelry” by Kings of Leon 100 . .
102 10* 10°

Samples (s)
Recall is fraction of true top-t entries identified by sampling
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Sandia
Results: Amazon Kindle () =,

. Recall: -kindl
= Product recommendations : oo amee e
. . —=&— Diamonds t=1
= A is sparse reviewer-by- 0.8} | —=— Diamonds t=10
book rating matrix and B is = 06| | = Diamonda t-1000
. . . (&)
sparse book similarity € o4l
matrix
0.2}
= m=1.4M reviewers
L . : .
" n=d=430K books 102 10 106
= nnz(A)=3.2M , Timing: amazon-kindle
10 " "
" nnz(B)=11M
= MaxentryinC: 3.2 x 103 8 10"} ]
R S EXaCt
" #Wedges =1.2 x 10%? g o] [amend /
E o0} _
= # Samples = O(101%) e
-1 N N
" Closure rate: 1.4% 102 o 1of

Samples (s)
Recall is fraction of true top-t entries identified by sampling




' Example Reviewer-Book O
Recommendation
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Recommended Recommended User ID = 1317513
Book Previous Reviews Include...
Look inside ¥ Look inside ¥ Look inside Look inside ¥

A BROETITNATHE MATESISER (S

{

'
A

RILEY HART

#

kindle edition " _kindle edition . kindle edition o kindle edition
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b Sandia
Comparison to Wedge Sampling Gl

Recall: as-Skitter

Recall

102 |

Time (sec)

10" |

Timing: as-Skitter

................ Exact

- -& - Wedges t=1
—a— Diamonds t=1

- - - Wedges t=10

- | —=— Diamonds t=10

- -& - Wedges t=100
—=a— Diamonds t=100
- -& - Wedges t=1000
—a— Diamonds t=1000

Wedge Sampling: Cohen & Lewis, 1997, 1999
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Summary of Contributions
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= Contributions

= Diamond Sampling: new randomized
approach for MAD search

= Key step is to sample 3-paths
= Selecting (¢,7) proportional to (a, - bj)2

= Works for binary, nonnegative, and
real-valued

= Theoretical analysis

= Expectation shows how sampling is
proportion to squared dot product

= Concentration bounds indicate the
number of samples required
(nonnegative only)

= Experimental results
= Faster than direct computation
= Fewer samples than wedge sampling

= Compares well against recent LSH
results

Time-Recall Tradeoff: Million Song
— v

09F

102

Time (sec)

For more information:
Grey Ballard
gmballa@sandia.gov
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* ?Cbmparison to Locality-Sensitive
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G

Comparison of precision-recall for LSH versus Diamond Sampling

Movielens Top 10

_

o
o

precision
o

* ALSH h=512
* ALSH h=256
* ALSH h=128
* ALSH h=64

DMND s=512
DMND s=256] |
DMND s=128
DMND s=64

0.5
recall

0.6

Asymmetric LSH: Shrivastava and Li, NIPS 2014
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Sandia
Cache locality optimizations () &,

Sampling Time Breakdown: MillionSong, 1.00e+07 samples

25
I Compress Output
I Reordering Overhead
[_1Find 4th Edges
[ 1Right Samples
20 - ] Left Samples
I Center Samples
I Preprocessing
n 19
O
Q
L
()
£
— 10 F

Diamond-Opt Diamond
Algorithm



Sandia
Results: Live Journal (i) i,

®= Online Community ’ Recalll: live-journal
= A is sparse, symmetric, 0.8} | = Diamonds 10
binary and B=A | =+ Diamonds 11000
* m=n=d=4,.847,571 S
= nnz(A) = 68,993,773 o4
= Max entry in C: 3.0 x 103 21
- 12 Os '
" #Wedges=1.5x 10 e 10t e
" H Samples — 0(105) 103§ Timing: live-journal . :
= Closure rate: 13% i |
810°F
3 | e Exact 5
() [ | —=— Diamond i
= 10-100X Speed-up E o'} /
= Need 10000 samples for top T - . |
entry, as predicted 100 5 - _r

Samples (s)




o Sandia
Results: as-Skitter () i,

= |nternet topology graph Recall: as-skitter
= A is sparse, symmetric,

binary and B= A v
" m=n=d=1,696,415 Ehl
= nnz(A) = 11,095,298 = T Damone o
= Max entryinC: 3.0 x 10° 21 = Diamonds 1000 ||
= # Wedges =2.9x 1012 e o e
= # Samples = 0(103) e Timing: as-skitter _
= Closure rate: 19% 0?

= i
\% 101 ................ Exact

() i | —s— Diamond 3

= 10-100X Speed-up £ — ”//

100i —o0— 3

= Need only 1000 samples for

top entry, as predicted 10° e o Tof
Samples (s)
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> Sandia
Results: Movielens @ ot

Recall: movielens

= Movielens-10M dataset 1
—=&— Diamonds t=1
= Compute low-rank SVD/PCA of 0.8} | —=— Diamonds t=10
fAL : ; —=— Diamonds t=100
movie-rating matrix R T 0.6 | —=— Diamonds t=1000
= R~ ATB D
X 04}
= A and B are dense
= m =65,133 movies 0.2
= n=71,567 users 0e — . .
102 104 10°
= d =150 components
= MaxentryinC:1.1 x 10! 2 Timing: movielens
= # Wedges=2.8 x 1010
= #Samples = 0(108) g 10"}
- | | Exact
= Closure rate: 100% 0 —e— Diamond
i= 10°}
= Difficult to find top entries due to 10 . .
relatively small range 102 10* 10°

Samples (s)
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Sampling Random Diamonds for

Binary Inputs
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Step 1: Choose
edge (¢,k) oc w;;,

@
O
3% ¢

Number of three-paths
centered at edge (¢,k):

Whi = deg;4 deng

Step 2: Choose
neighbor of k

Sample j from NP

Step 3: Choose
neighbor of i

O
&

@
&

-

®
©

Sample k' from N

@0

Three-path sampling: Jha et al. WWW 2015

Step 4: Check for
edge (k' ,7) in B

If edges exists,
diamond complete:

Tij < Ti5 + 1
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Chance of Picking Three-Path ) .

Recall: wi; = |aki| ||@si||1||brs]1

Lemma: Pr(Exikj) = |akibrjaril/|[W 1 where [[W][1 = 3, [wgil

Proof: Pr(&ijk) = Pr(ctr (i,k)) - Pr(endpts j and k'|ctr (i, k))

Wri  |brj| el
e ; Wit Toralls Tlawills
A0 —p gl lasills sl o] Jawes
NYZe Wi okl Tlawill
ON@ @ akibrjag;|
© O Wk

O
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'Expectation on Diamond Samples ) .

Samples: x;; < x;; + sgn(akibrjar ;) br;

Lemma: For diamond sampling, E[z;;] = ¢f; - s/||W ||y

Proof (for s = 1): E[z;;| = Z ZPr(é’k/ikj) -sgn(ag;briay ;) b j

k Kk
Agibrjag;
- 33 P senatugon
k k'
S awibiganib
= AkiOk; Ak’ 0k j
Wl
k k'

- ”Vé”l <¥ akibkj) (; ak'z’bk’j)

1 ( 2 ng
= kb, ) = T
s (i) = T
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